------------- Review from Reviewer 0 -------------

Score                                   : 4

Confidence                              : 5

-- Comments to the author(s):

I'd like to see more discussion of why the reductions work.  E.g., why

is the Q value the best weight?  (Because it tells you how much you

could lose by getting the wrong answer.)  Could you use the range of

the Q values from state $s$ (ie, the difference between Q(s,opt) and

Q(s,nonopt)) instead (which might be much smaller numerically)?
Added more explanations. But I don’t know why the difference should not be used.
In theorem 3.2, I think it might be more intuitive to say

"(T+1)\epsilon/2-optimal" (that is, an $\epsilon$-optimal policy

should be $\epsilon$ away from optimal).  In any case, you should

define $\epsilon$-optimal.

I think you addressed this.
p2-3: Say that $w>0$.  
Done

Also, in the description of $\hat D$, it's not

clear that you're planning to marginalize out $w$ to get a

distribution over $x,y$.  And, it would be nice to include a brief

argument that $\hat D$ sums to 1.
Done. Removed the w from the definition of \hat{D(x,y)} (did not bother with arguing that \hatD sums to 1)
p3: The definition of a classification problem should come earlier.

Done. Put the definition in the definitions section.
p4: The proof of 3.2 seemed somewhat disjointed and hard to follow for

such a short proof.
Expanded a bit.

p5: "This approach is, of course, more tractable" -- it's unclear

which approach you mean (except from matching the complexities).  It's

also not fully clear that "taking multiple samples" means expanding

the branching factor of the tree.
Don’t know what to say about this.

Section 4: you should compare more thoroughly to policy-gradient

algorithms.  Under what circumstances would your algorithm be better

or worse?

Don’t know what to say about this.

p7: I am not convinced that offline RL is useful: how would you be

assured that the importance weights were even enough that you had a

decent-size sample to evaluate each policy?  This is a common problem

with trying to reuse trajectories, and in practice it tends to be the

case that most of your importance weights are near zero.  The

statement that this paper opens up offline RL for the first time is

misleading, since people have used importance sampling to reuse

trajectories before.

Low-level comments:

p2: The paragraph starting "the basic idea of the reductions" is

awkward.  The question "What should D be?" is never explicitly

answered.
Changed paragraph and removed the rhetoric question.

p2: "cost-sensitive" should be capitalized (beginning of sentence)

Done.
p3: missing space before cite [15]

Done.

p4: figure 3.1 looks like it's under extreme magnification.

p5: "arbitrary initial policy," the comma is unnecessary

Done.
p5: "We start with t = ..."  why is this starting?  Isn't this the

full description of what $t$ does?

Changed wording.
p6: "$\forall x,y" should have a space and punctuation after the y.

Done.
p7: The phrases "Application to POMDPs" and "A weak learning

assumption" should be set apart typographically, e.g. by boldfacing.

There should be a similar topic phrase in front of the next paragraph

("Much of reinforcement learning...")

Done.
p7: What significance does C=10 have?

I don’t know. What is C?
p7: there should be a space before citations [2] and [13]

Done.
-- Summary:

Describes two ways to use classification learners to solve MDPs.  One

way uses computation exponential in the planning horizon but produces

a global guarantee, while the other uses polynomial computation but

produces only local improvements.

The idea is good, but the paper is not as clearly written as it could

be.  I can't really tell whether the algorithms are actually practical

(for short horizons in the case of the exp-time one) or just of

theoretical interest.  (At present I suspect the latter.)

The paper scales rewards by 1/T in a T-step-horizon planning problem.

This practice tends to hide the true size of the error bounds: for

example, to get a specified loss in the original problem using the

bound of theorem 3.2, you need a classifier with error that scales as

1/T^2.  (I actually think that reward-per-step can be a more natural

criterion than total reward, but it needs to be made very clear which

one is used in any given paper.)  This scaling is in some sense not

surprising: at each step, the possible consequence of a bad action is

that you will get no reward for all remaining steps.

---------- End of Review from Reviewer 0 ----------

------------- Review from Reviewer 1 -------------

Score                                   : 3

Confidence                              : 5

-- Comments to the author(s):

This paper makes some good points about the importance of investigating the relationship between classification and reinforcement learning with a more modern perspective.

The use of cost-sensitive classification is perhaps the novel technical contribution.  This is nice, but not unexpected.  There are no empirical results.

On the negative side, I didn't find any deep new insights and found that the paper tended to overplay the contribution it is making.  After all, learned classifiers have been central to RL for some time and arguably go back further than value functions.  REINFORCE can be viewed as a classification learner, as can most forms of policy search.  The classic adaptive heuristic critic also had a classification learner inside.

Smaller comments:

Assuming that the rewards are on [0,1] is a dirty trick for getting the max reward to disappear from your bound.  I suggest leaving it in.

Don’t know what to do about this.
Equation 2.2:  This might be clearer if you moved the w to the right.

Instead of moving it to the right, I separated it.
Footnote 1:  Why is policy gradient capitalized?

Done.
p. 3:  "In order to" -> "To"
Done.

"...work well on?"  Don't end sentences with prepositions.

Done.

Whenever you "tth" (or similar) it's hard to read because the th is not superscripted.

Done.
p. 4:  "to implicitly assuming"  split infinitive

Done.
"In order to analyze" -> "To analyze"

Done.
Defn. 3.1:  "i.i.d."  You're using i.i.d. (gramatically) incorrect here.  To test if it makes sense, replace the abbreviation with the words and then see if the sentence is correct.
Done.
End of proof of Thm 3.2:  The vlue is >=, not greater.

Done.
Thm. 4.1:  I found the use of indicator functions here to be confusing.  Suppose c_t(x) = 1.  E_D(W(x,0)) can still be nonzero, but the use of indicators here suggests that it must be 0.

Does not make sense to me.
The idea of using importance here seems derivative of that described by others, e.g., Precup, Sutton & Dasgupta, or Ng, Parr, & Koller.

p. 7:  The authors suggest an "offline reinforcement learning" paradigm as if it is original, but this technique can be applied to Q-learning and has also been used by Lagoudakis & Parr.

"Application to POMDPs."  This is not a sentence.
Fixed.

The proposed appliation to POMDPs is not as simple as the authors claim because the actions taken at one time step change the distribution over states at subsequent time steps.

Don’t know what to say about this.
C=10???  How can you say this without talking about gamma?

Don’t know.
-- Summary:

The bottom line is that I like some of the directions in which this paper is pushing, but the novel contribution is not that large and sloppy/arrogant writing seem to give the paper an inflated sense of importance.

---------- End of Review from Reviewer 1 ----------

------------- Review from Reviewer 2 -------------

Score                                   : 3

Confidence                              : 5

-- Comments to the author(s):

-- Summary:

The authors propose some Monte-Carlo sampling algorithms for generating learning data to feed a black box classification algorithm to approximate the optimal policy in finite MDPs.

There are a number of problems with the paper:

Some parts of the paper are not sound. In fact, Theorem 3.2 does not hold. An easy counter-example can be given with T=1. The mistake is that the authors presumably switched from risk minimization (cf.  Eq. (2.2)) to reward max

imization  (i.e. maximizing E[wI(c(x)=y)], see equation on bottom of page 6) somewhen during the course of writing the paper.

Still, with this change it is not entrirely clear for me if Theorem 3.2 would hold true (e.g. why does $N_1\ge\eta(\pi^*)$ hold? In my opinion, the derivation of this inequality would worth a rigorous presentation).

This already brings us to my second concern: the presentation is not entirely rigorous but relies too much on verbal descriptions. This not only makes the understanding of the paper harder, but requires too much work on the par

t of the reader who wants to understand the paper.

Further, the paper is not as original as claimed by the authors: generating training data for learning an approximate representation of a policy is a central theme of reinforcement learning (e.g. actor-critic algorithms work th

is way). It is true that this particular algorithms have not been considered, but the theoretical possibility of reducing reinforcement learning to classification has been clear for a long time. The hard part is of course doing

 this in an efficient manner. 

In this respect too, the contribution of this paper is somewhat limited - the results of the paper cannot be termed as being significant. In particular the first algorithm scales exponentially with the time horizon and neither 

convergence, nor performance bound analysis is given for the second algorithm. This second algorithm looks like a specific asynchronous Monte-Carlo policy iteration algorithm with function approximation, but the authors fail to

 mention this either. They also fail to connect this algorithm to the appropriate literature.

In general, the authors look rather unfamiliar with the literature of reinforcement learning e.g. they write "..is particularly interesting because it opens up a new area for research in reinforcement learning: offline reinforcement learning, where we have only traces given to us  acting under a known (stochastic) policy". In fact, this is a pretty common situation and the most prominent algorithm for learning optimal strategies under this condition 

is Q-learning (which is called an "off-policy" method due to its ability to converge for "off-policy" samples).

---------- End of Review from Reviewer 2 ----------

------------- Review from Reviewer 3 -------------

Score                                   : 2

Confidence                              : 5

-- Comments to the author(s):

-- Summary:

\n\nA solid effort, but somewhat incomplete.  It didn't quite generate the

excitement needed to make it to the (very small) set of accepted

papers.

---------- End of Review from Reviewer 3 ----------

