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Abstract

We proposea new particle Iter thatincorporates modelof costswhen
generatingparticles. The approachs motivatedby the obsenation that
the costsof accidentallynot trackinghypothesesnight be signi cant in

someareasof statespaceandirrelevantin others. By incorporatinga
costmodelinto particle Itering, stateghataremorecritical tothesystem
performancearemorelikely to betracked. Automaticcalculationof the
costmodelis implementedisingan MDP valuefunctioncalculationthat
estimateghe value of tracking a particularstate. Experimentsin two

mobilerobotdomainsillustratethe appropriatenessf theapproach.

1 Intr oduction

In recentyears particle Iters [?, ?, ?] have foundwidespreadgpplicationin domainswith

noisy sensorssuchas computervision androbotics[?, ?]. Particle lters are powerful

toolsfor Bayesiarstateestimationin non-linearsystemsThekey ideaof particle Iters is

to approximatea posteriordistribution over unknown statevariablesby a setof particles,
drawn from this distribution.

This paperaddressea primaryde ciency of particle lters: Particle lter s are insensitive
to coststhat mightarise fromthe apptoximatenature of the particle representation.Their
only criterionfor generatinga particleis the posteriorik elihoodof a state.

To illustrate this point, considerthe exampleof a SpaceShuttle. Failuresof the engine
systemare extremely unlikely, evenin the presencef evidenceto the contrary Should
we thereforenot track the possibility of suchfailures,just becausehey areunlikely? No.
If failure to track suchlow-likelihood eventsmay incur high costs—suchas a mission
failure—thesevariablesshouldbe tracked even when their posteriorprobability is low.
This obsenation suggestghat costsshouldbe taken into consideratiorwhen generating
particlesin the ltering process.

This papemproposes particle Iter thatgenerategarticlesaccordingto a distribution that
combinesthe posteriorprobability with a risk function. The risk function measureshe
importanceof a statelocationon future cumulative costs.We obtainthis risk functionvia

anMDP thatcalculateghe approximatduturerisk of decisionanadein a particularstate.
Experimentatesultsin two roboticdomainsillustratethatourapproactyieldssigni cantly

betterresultsthana particle Iter insensitve to costs.



2 The“Classical” Particle Filter

Particle Iters area popularmeansof estimatingthe stateof partially obsenablecontrol-
lableMarkov chaing ?], sometimeseferredto asdynamicakystemg?]. To doso,particle
Iters requiretwo typesof information: data,anda probabilisticmodelof the system.The
datagenerallycomesn two avors: controls(e.g.,robotmotioncommandsandmeasure-
ments(e.g.,cameramages). The measuremerdt time will denoted , and denotes
thecontrolassertedh thetime intenal . Thus,thedatais givenby

and

Following commonnotationin the controlsliterature,we usethe subscript to referto an
eventattime , andthe superscript to denoteall eventsleadingupto time .

Particle Iters, like any memberof the family of Bayes Iters suchasKalman Iters and
HMMs, estimatethe posteriordistribution of the stateof thedynamicalsystemconditioned
onthedata, . They do sovia thefollowing recursve formula

@)

where is anormalizationconstant.To calculatethis posterior threeprobability distribu-
tionsarerequiredwhich togetherarecommonlyreferredasthe probabilisticmodelof the
dynamicalsystem:(1) A measuemenimode)] , which describeghe probability of
measuring whenthe systemis in state . (2) A control mode| , which
characterizetheeffectof controls  onthesystemstateby specifyingthe probabilitythat
thesystemis in state  afterexecutingcontrol in state . (3) An initial statedistri-
bution, , Whichspeci estheusersknowledgeabouttheinitial systenstate.Se€[?, 7]
for examplesof suchmodelsin practicalapplications.

Eqgn.1 is easilyderivedunderthe commonassumptiorthatthe systemis Markov:

)

Noticethatthis Iter, in thegeneraform statedhere,is commonlyknown asa Bayes Iter .
Specialversionsof this lter includesthe Kalman lter , the hiddenMarkov model,binary
Iters, andof courseparticle lters.

In mary applicationsthe key concernin implementingthis probabilistic Iter is the con-
tinuousnatureof the states , controls , andmeasurements. Evenin discreteversions,
thesespacesnight be prohibitively largeto computethe entireposterior

The particle lter addressetheseconcernsby approximatingthe posteriorusing setsof
statesamplegparticles):

®3)

Theset consistof particles |, for somelargenumberof  (e.g, ). To-
gethertheseparticlesapproximatesheposterior . iscalculatedecursvely.



Initially, at time , the particles  aregeneratedrom the initial statedistribution

. The -th particleset isthencalculatedecursvely from asfollows:
1 set
2 for to do
3 pick the -th sample
4 draw
5 set
6 add to
7 endfor
8 for to do
9 drav  from with probability proportionalto
10 add to
11 endfor

Lines2 through7 generates new setof particlesthatincorporateshecontrol . Lines8
throughl0appliesatechniqueknown asresampling ?] to accounfor themeasurement .
It is awell-known factthat(for large ) theresultingweightedparticlesareasymptotically
distributedaccordingo the desiredposterior ?].

In recentyearsresearcherBave actively developedvariousextensionof the basicparticle
Iter, capableof copingwith degeneratesituationsthatareoftenrelevantin practice[?, ?,

?, ?]. However, thecommonaim of this rich body of literatureis to generatesamplesrom

the posterior . If differentcontrolsat differentstatesnfer drasticallydifferent
costsgeneratinggamplesccordingo theposteriorunstherisk of notcapturingimportant
eventsthatwarrantaction. Overcomingthis de ciency is thevery aim of this paper

3 DecisionTheoretic Particle Filters

Decisiontheoryis principally concernedvith techniquedor makingan optimal decision
givenalossstructure If welet betheexpecteduturelossgiventhestate andthe
action , decisiontheorysuggestsve shouldchooseour actionaccordingto the following
criteria:

argmin (4)

We canusethe particlesin a particle Iter to monte-carlantegratetheseintegralsfor the
purposef decisionmaking. Unfortunately thereis no guaranteghat the integrals will
corverge quickly. In fact, evenif the particleswere eachdravn independentlyfrom the
statedistribution (they are not - the particle positionsare corellated)therewould be no
guarante®f a quick corvergence.

In monte-carlointegration, we are free to choosethe distribution which we drav from
andthen likelihood weight the results. What is the optimal distribution to draw from?
The optimaldistribution is proportionalthe integrand sincethe problemthen
reducego the montecarlointegrationof the normalizationconstant—arocesswith zero
variance.

We cannot acceptthe costof a full decisiontheoreticapproactsowe mustapproximate.
In particular we wish to maintainonly onedistribution over states Whatshouldthis distri-

bution be? In evaluationof thearmgmin The quantityof interestis the differencebetween
theexpecteduturelossof action andaction . Whenthisdifferences large,it is more
importantthatthe“right” decisionbemade.Let's call thedifferencethe“risk”, and,as



anef ciency approximationforcetherisk to bedependentn only the state.We will rst
shav how to keepparticlesaccordingto a distribution proportionalto andthen
provide atechniquefor automaticallyextractingthis risk functionfrom the instantanuous
futureloss, . Ourhopeis thatwe reducethevariancen ourestimate®f theoptimal
actionandachieve superiomperformanceThis hopewill bebornoutby experiments.

3.1 Risk-Sensitve Sampling

Risk-sensitie samplinggenerateparticlesfactoringin arisk function . Formally, all
we haveto askof arisk function is thatit be positive and nite almosteverywhere Given
sucharisk function,decisiontheoreticparticle Iters generatesampleghataredistributed
accordingto

(®)

Here is anormalizationconstanthatensureshatthetermin
(5) is indeeda probability distribution. Thus,the probabilitythata statesample  is part

of  isnotonly afunctionof its posteriomprobability, but alsoof therisk associated
with thatsample.

Samplingfrom (5) is easilyachievedby thefollowing two modi cations of the basicparti-
cle Iter algorithm.First,theinitial setof particles  is generatedrom thedistribution

(6)

SecondLine 5 of the particle Iter algorithmis replacedoy thefollowing assignment:

7
We conjecturethat this simple modi cation resultsin a particle lter with samplesdis-
tributed accordingto . Our conjectureis obviously true for the
basecase , sincethe risk function was explicitly incorporatedin the construc-
tion of (see(6)). By induction, let us assumethat the particlesin are dis-
tributed accordingto . Then Line 3 of the modi-
ed algorithm generates . Line 4 givesus

. Samplesgeneratedn Line 9
aredistributedaccordingo

(8)
Substitutingn themodi ed weight(eqn.7) we nd the nal sampledistribution:

)
Thistermis, up to the normalizationconstant , equivalentto the desireddistribu-

tion (5) (seealsoeqn.1), which provesour conjecture Thus,thedecisiontheoreticparticle
lter successfullygeneratesampledrom adistribution thatfactorsin therisk .

3.2 The Risk Function

Theremainingquestionis: Whatis anappropriateisk function ? How importantis it to
trackastate ? Ourapproachestsontheassumptiorihattherearetwo possiblesituations,



onein which the stateis tracked well, andonein which the stateis tracked poorly. In the
rst situation,we assumehatary controllerwill basicallychosetheright control,whereas
in the secondsituation,it is reasonabléo assumehat controlsare selectecanywherebe-
tweenrandomandin theworstpossibleway. To completethis model,we assumehatwith
small probability, the stateestimatormight move from “well-tracked” to “lost track” and
vice versa.

Theseassumptionsre sufcient to formulatean MDP that modelsthe effect of tracking
accurag ontheexpectedcosts.The MDP is de ned overanaugmentedtatespace ,
where is a binary statevariablethat modelsthe eventthatthe estimatortracks
the statewith sufcient ( ) or insufcient ( ) accurag. Thevariousprobabilities
of the MDP are easily obtainedfrom the known probability distributionsvia the natural
assumptiorthatthevariable is conditionallyindependentf the systemstate :

(10)

The expressionn the left handside de ne all necessargomponent®f the augmented
model. Theonly unspeci edtermsontheright handsidearetheinitial trackingprobability

andthetransitionprobabilitiesfor the stateestimator . Theformermustbe
setin accordanc#o theinitial knowledgestate(e.g.,1 if theinitial systemstateis known, 0
if it is unknown). For the latter, we adopta modelwherewith high likelihoodthetracking
stateis retained( ) andwith low likelihoodit changeg

).

The MDP is solvedvia valueiteration. To modelthe effect of poortrackingon the control
policy, ourapproachuseghefollowing valueiterationrule (statecherewithoutdiscounting
for simplicity), in which  denoteghevaluefunction,and is anauxiliary variable:

if
if

(11)

This valueiterationrule considergwo cases:When , i.e., the stateis estimatedsuf-
ciently accuratelyit is assumedhat the controlleractsby minimizing costs. However,
if , the controlleradoptsa mixture of picking the worst possiblecontrol , andaran-
dom control. Thesetwo optionsare tradedoff by the gain factor , which controlsthe
“pessimism”of the approach. suggestshat poor stateestimationleadsto the worst
possiblecontrol. is more optimistic, in that controlis assumedo be random. Our
experimentshave yieldedindifferentresultsrelative to the choiceof , andwe use

for all experimentgeportedhere.

Finally, therisk is de ned asthe differencebetweernthe value functionthatarisesfrom
accurateversusinaccuratestateestimation:

(12)

Undermild assumptions,  canbeshawn to be strictly positive.



4 Experimental Results

We have appliedour approachto two complimentaryreal-world robotic domains: robot
localization, and mobile robot diagnostics. Both yield superiorresultsusing our new
decision-theoretiapproactwhencomparedo the standardparticle Iter .

4.1 Mobile Robot Localization

Our rst evaluationdomaininvolvesthe problemof localizinga mobile robotfrom sensor
data[?]. In our experimentswe focusedon the mostdif cult of all localizationproblems:
The kidnappedrobot problem[?]. Here a well-localizedrobotis “tele-ported”to some
unknown location and hasto recover from this event. This problemplaysan important
role in evaluatingthe robustnessf a localizationalgorithm. Figure 1a shows the robot

Pearl,which hasrecentlybeendeployedin anassistediving facility asanassistanto the

elderly and cognitively frail. Our studyis motivatedby the fact that someof the robot's

operationahreais a denselycluttereddiningroom,wheretherobotis notallowedto cross
certainboundariesiueto the dangerof physicallyharmingpeople. Theseboundariesare
illustratedby the blackcontoursshovn in Figurelb, which alsodepictsanoccupang grid

mapof thefacility. In this areatherobot's sensoiareinsufcient to avoid collisions,since
they canonly senseobstaclest onespeci ¢ height(34 cm).

Figure2ashavstherisk function , projectednto 2D. Thedarkeralocation,thehigherthe

risk. A samplesetdravn from this risk functionis shovn in Figure2h. This sampleset
representauniform posterior;However, sincedecisiontheoreticparticle Iters incorporate
therisk functioninto thesamplingprocessthedensityof sampless proportionako therisk

function .

Numericalresultsaresummarizedn Table 1, usingdatacollectedin the facility at dinner
time. Werantwo typesof experimentsFirst,we kidnappedherobotto any of thelocations
markedA, B, andC in Figurel, andmeasuredhe numberof sensoreadingsrequiredto
recover from this global failure. All threelocationsare within the high-risk areaso the
recoverytime s signi cantly shorterthanwith plain particle Ilters. Secondwe measured
the numberof times a simple-mindedplannerthat alwayslooks at the mostlikely pose
would violatethe safetyconstraintHerewe nd thatourapproachis approximatelytwice
assafeasthe corventionalparticle lter, atvirtually the samecomputationakxpense All
experimentsvererepeate®0 times,andrely on real-world dataandoperatingconditions.

4.2 Mobile Robot Diagnosis

To evaluateour approachn a secondand somevhat complimentaryproblemdomain,we
appliedit to a challengingrobotdiagnosticgproblem,for therover shovn in Figure3. Our
evaluationinvolvesa datasetwherethe rover is drivenwith a variety of differentcontrol
inputsin the normal operationmode. At the time step, wheel #3 becomesstuck
andlocked againsta rock. Thewheelis thendrivenin the backwarddirection, xing the
problem.Theroverreturnsto thenormaloperatiormodeandcontinuego operatenormally
until the gearon wheel#4 breaksat the time step. This faultis not recoverableand
thecontrollerjustaltersits input basedn this state.

Trackingresultsin Figure4 shav thatour approactyields superiorresultsto the standard
particle lter. Eventhoughfailuresarevery unlikely, our approactsuccessfulljidenti es
themdueto thehighrisk associateavith suchafailurewhile theplain particle lter essen-
tially failsto do so. The estimationerroris shavn in the bottomrow of Figure4, whichis
0 for our approachwhen1,0000r moresamplesareused.Particle lters exhibit non-zero
errorevenwith 100,000samples.
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Figure 1: (a) RobotPearl,asit interactswith elderlypeopleatanassistediving facility in Oakmont,
PA. (b) Occupang grid map. Shavn herearealsothreetestinglocationslabeledA, B, andC, and
regionsof high costs(black contours).

(b)

Figure 2: (a) Risk function : thedarker alocation,the highertherisk. This function,whichis used
in the proposaldistribution, is derived from the immediaterisk function shavn in Figure 1b. (b)
Sampleof auniformdistribution, takinginto consideratiortherisk function .

5 Discussion

We have proposedh new particle Iter algorithmthatconsidersa costmodelwhengener

ating samples.The key ideais thatparticlesaregeneratedn proportionto their posterior
likelihood (old idea)andto therisk that arisesrelative to a control goal (new idea). An

MDP algorithmwasdevelopedthatcomputegherisk functionasa differentialcumulatve
cost. Experimentakesultsin two robotic domainsshowv the superiorperformanceof our
new approach.
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standardlter  decisiontheoretic Iter
stepsto re-localizewhenportedto A 120 13.7 89.3 123
stepsto re-localizewhenportedto B 301 35.2 203 37.6
stepsto re-localizewhenportedto C 63.2 6.2 572 1.7
numberof violationsafterglobalkidnapping| 96.1 14.1 57.4 10.3

Table 1: Localizationresultsfor the kidnappedrobot problem which emulatesa total localization
failure. Our new approachrequiresconsistentlyfewer stepsfor re-localization andinferslesscost.

@

Figure 3: (a) TheHyperionrover, amobilerobotbeingdevelopedat CMU. (b) Kinematicmodel.(c)
Rover positionattime stepl, 10,22 and35.
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Figure 4: Trackingcurvesobtainedwith (a) plain particle Iters, and(b) our new decisiontheoretic
Iter . Thebottomcurvesshav the error, whichis muchsmallerfor our new approach.



