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Why Machine Learning?

e We want robust, intelligent behavior. Hand-programming
a solution directly is not going to work.

e Learning approach = programming by example: Get the
machine to find a good solution in some space by showing
it examples of the behavior you want.

o Labeling data is perhaps the easiest way to express
knowledge.



Basic Problem in Applying Machine Learning in Practice

The problem you want to solve is not the problem solved by
standard algorithms / toolboxes.

Approaches:

@ Design new algorithms (or modify existing ones)

@ Think about how to reuse old ones

This tutorial is about the mathematics of 2.



Core Problems

Binary Classification

e Given training data {(x1,y1), ..., (Xn. v,)}, produce a
classifier h: X — {0, 1}.

e Unknown underlying distribution P over X x {0,1}.

o Find A with small 0-1 loss:

loji(h, P) = Pr(xy)~p[h(x) # y]

There should be some expectation that the data is predictive. We
hope that training examples are drawn independently from P, but
it isn't always so.



Network Traffic Classification:

e Observable x = ( flow duration, TCP port, packet
inter-arrival time and payload size (statistics and Fourier
transform) )

o Want to predict y € {normal, malicious}



Importance-Weighted Classification

e Given training data {(x1.y1,¢1), ..., (X, ¥n, Cn)}, produce
a classifier h: X — {0,1}.

e Unknown underlying distribution P over
X x {0,1}x]0, c0).

e Find h with small expected cost:

E(h, P) - E(X,y,c)NP[C ’ l(h(X) 7£ y)]

Common scenario: one class is rare but the cost of not recognizing
it is high (any fault or intrusion detection). Can't apply binary
classification algorithms directly.



Approaches

(1) Make particular classifier learners cost-sensitive

@ Need to know the algorithm + implementation

@ For a number of algorithms, it's not so easy to perform the
conversion correctly

(2) Bayes risk minimization

Rly=i|x)=P(y=1—i|x)C(i,1—i|x) forie{0,1},
where C(i,j | x) is the expected cost of predicting that x belongs
to class i when in fact it belongs to class ;.

@ Requires estimating class membership probabilities P(y | x)
and expected costs.

@ Many classifiers yield probability estimates but these are often
very poor.
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Goal: minimize / on P

Transform P into P’

Algorithm for optimizing /q/;

Transform h with small £ ,1(h, P') into R(h) with small £(R(h), P).

If A does well on (P’,¢o1), R is guaranteed to do well on (P, /).



Why reductions?

@ Work well in practice
@ Easy (you don't need to know much to use them)

© Can reuse highly optimized learning algorithms and code
(including future ones):

N base learners 4+ 1 reduction = N different algorithms
for your problem

@ Theory of learning has focused mostly on core problems

© Reductions compose: Much of science is about decomposing
big problems into subproblems

@ Many successful algorithms can be seen as reductions (e.g.,
boosting and bagging)



The core theorem: folklore

Theorem (Distribution Shift)

For any importance-weighted distribution P and any classifier h,

let
c

P/(X,_)/,C) e 14 (X,y,C),
xy c) P[ ]

then /4(h,P) = Eo/l(h, P’ )E(X%C)Np[c].

.. So choosing h to minimize 0-1 loss under P’ is equivalent to choosing
h to minimize the expected cost under P.

Proof: Letting (c) = E(xy c)~p[c],
E(X,y,C)NP[C “1(h(x) # y)| = Z P(x,y,c)cl(h(x) # y)

¢(h,P) (xy:€)

c) > P'(xy, O)1(h(x) # y) = (c) Exy,c)pap [1(h(x) # y)]

(x.y:€)

Los1(h,P")



How do we change the distribution?

Approaches that don't work well:

Resampling with replacement (stratification)

@ place examples on roulette wheel with
coverage proportional to weight

@ spin the wheel many times

Basic problem: duplicate examples = resampled
set is not drawn independently from P’

Resampling without replacement

sampling m examples from a set of size m results in the original
set, which is drawn from P not P’.



Rejection Sampling
@ Pick an upper bound ¢ on any importance value in the dataset

@ For each example (x,y.c) € S, flip a coin with bias ¢/¢. If
heads, keep the example; otherwise discard it.

Independence preserving:

Examples in the resampled dataset are drawn independently from
P’ if examples in the original set are drawn independently from P.



Train (importance-weighted set S, binary learner A)

For i =1 to 10:

@ Rejection sample from S to form S;

e Train a classifier h; = A(S))

Test (example x)

Return
h(x) = majority ({h1(x), ..., hio(x)})



What can you do with a binary classifier learner?

(]

Importance-weighted classification

Quantile regression (coming next)

o (Cost-sensitive) multi-class classification

Ranking

@ Structured prediction

Learning with odd data sources

Boosting, bagging, and ensemble methods



Squared Error Regression

Find a mapping f from X to R, given a set of examples of the
form (x,y) drawn from D over X x R

Squared-error loss of f:

Exy)~n(y — F(x)).

Semantics (justification)

The minimizer of the squared loss is the conditional mean:

f*(x) = arg mfin E(x,y)ND(y - f(X))2 = EyND\x[y]‘



Proof
Let Dy = D | x. We have

Eyon,(y —¥')? = Eyun,ly’] —2Y'E,op,lv] + (v')*
—_———

same for all y’

Taking the derivative of (y')> — 2y'E,p,[y] and setting it to 0,

y/ = EyNDx[Y]

Can reduce squared-error regression to binary classification, but
there are many existing regression algorithms.



Quantile Regression

In many problems, we want qguantiles (such as the median) of the
conditional distribution D |x rather than the mean

@ Quantiles are more robust to large outliers

@ Describe different segments of the conditional distribution

Next: Quantile regression with any binary classification algorithm

What else is out there?
@ Linear quantile regression (Koenker)
e Assumption: conditional quantile is a linear function of x.
Parameter optimization = linear programming problem
@ Non-parametric quantile estimation method (kernel estimation
+ regularization), which reduces to a QP (Takeuchi et al.)
e No assumed predetermined form; both structure and
parameters are data-driven



Conditional g-quantile, g € [0, 1]
A function f = f(x) is a g-quantile for D is for every x € X,
D(y <f(x)[x)=q and D(y>f(x)[x)>1-gq

1/2-quantile is the median.

Basic observation: The conditional median is
arg mfin E(x,y)~nly — f(X)].
What about other quantiles?

Pinball loss

to(2) qz if z>0 lq(2)
Z) =
7 (g —1)z otherwise

median

g-quantile is 9

arg mfin E(x,y)ND[Eq(y — f(x))] —(1—q)z




Quanting

Quantile Regression ‘ ‘ Importance-Weighted Classification

Costing

‘ Binary Classification

Quantile Regression

Given a set of examples of the form (x, y) drawn from D over
X % [0,1], find a mapping f : X — [0, 1] that minimizes

E(x,y)~D | lq(y — (X)) ]

f(x) = estimate of the g-th quantile of D | x



g-Quanting Training Phase
Parameters: importance-weighted classifier learner A, training set S
for t € [0,1]

St == @
foreach (x,y) € S

Se =5 U{(x, Uy > 1), -1y 2 ) + (1 - ¢)1(y < 1))}
[positive examples get weight g, negative get weight (1 — g)]

he = A(S:)

return the set of classifiers {h;}
Using t € {0,1/n,...,(n—1)/n,1} adds at most 1/n term to ¢,

g-Quanting (classifiers {h;}, test example x) Test Phase
return f(x) = EtNU(o,l)[ht(X)]



The Quanting Algorithm

A

S5 S Si St-1 St
al 4l A A A

hi  hy hi hr_1 ht
X | x| xl x| x| test example

1 1 0 0 0 importance-weighted

W predictions



Single classifier trick: instead of learning different classifiers, we
can learn just one h = {h;} with an extra index feature t.

Theorem (for the median)

For all distributions D and all importance-weighted binary
classifiers h: X x {1,... T} — {0,1}:

E(x,y)~ply — Quanting(x)| — E(x ;)~ply — median(x)|

= T . . 3 .
@ regret in estimating the median

j;/ < {(h,D") - n;i/né(h’, D"

importance-weighted regret

where D’ is the importance-weighted binary distribution
induced by Quanting on D.

Costing theorem: importance-weighted loss (regret) = (c)x error rate
(regret) on the induced binary problem. We have (c) < 1.

Corollary: regret in estimating the median < binary regret.



Theory: Regret and Error Transforms

Regret

Regret of classifier h on distribution D with respect to loss
function £ is defined as

r(h, D) = {(h, D) = min (K, D)

N—_———
Bayes error rate

A regret transform bounds the regret on the original problem D in
terms of the regret on the induced problem D’.

Rationale:

Subtract off the inherent noise in both the induced and original
problem, and bound the excess loss due to suboptimal prediction
directly

D is often inherently noisy, implying that the induced D’ is often
inherently noisy = error transforms may be vacuous



What can you do with a binary classifier learner?

Importance-weighted classification

Quantile regression

o (Cost-sensitive) multi-class classification (coming next)

Ranking

@ Structured prediction

Learning with odd data sources

Boosting, bagging, and ensemble methods



k-class classification
@ Distribution D over X x Y, where Y = {1,... k}.

@ Goal: learn a classifier h: X — Y minimizing the multiclass
error rate

Ek(ha D) = E(x,y)NDl(h(X) 7& y)

Recall the network flow classification example. We may want to
have a multiway classification: {database, interactive, mail,
services, www, p2p, attack, games, multimedia }



From k-class to Binary

One-Against-All: create one binary problem for each of the k
classes

@ Training: The classifier for class i is trained to predict “Is the
label i or not?"

(x. 10y = 1))
ey 910 =2)
(x,1(y = k)

@ Testing: Evaluate all k classifiers and randomize over those
which predict “yes" (or over all k labels if all answers are
“no” )'



One Against All (OAA): Error Efficiency

Theorem (Error transform)

For any distribution D over X x {1,..., k} and any binary classifier
h: X — {0,1},

l(f,D) < (k—1)£(h,D"),

N—— N——

multiclass binary

where f(x) = argmax;h((x, i)) is the multiclass classifier returned by OAA.

Proof.
The worst failure mode:

@ A false negative (FN), no false positives (FP): h induces an error rate of
(k —1)/k with a single binary mistake (f is chooses randomly, only one label
is correct)

@ g > 0 FP, no FN: h induces error rate of q/(q + 1) with g binary
mistakes, or 1/(q + 1) per mistake.

@ g > 0FP + FN: f errs all the time, so h induces error rate of 1/(q + 1)
per mistake.

The worst case is (k — 1)/k, times k (there are k opportunities to err). O



Weighted One Against All (OAA)

A factor of 2 improvement

Observation: a FN (predicting “no” when the correct label is
“yes") is much more disastrous than a FP.

Probability of correct prediction (if there are no other errors):
o False negative: 1/k (randomizing over all labels)

o False positive: 1/2

Composing with Costing (with costs k/2 and k — 1) gives a factor
of 2 improvement: Multiclass error < g binary error



Weighted One Against All (OAA)

A factor of 2 improvement

Observation: a FN (predicting “no” when the correct label is
“yes") is much more disastrous than a FP.

Probability of correct prediction (if there are no other errors):
o False negative: 1/k (randomizing over all labels)

o False positive: 1/2

Composing with Costing (with costs k/2 and k — 1) gives a factor
of 2 improvement: Multiclass error < g binary error

Problem: Dependence on k



Error Correcting Output Codes: Multiclass to Binary

Each column corresponds to a class.
Every two columns differ in d positions.

Each row = binary problem: “Is the
label white or black?"

Example (x, y) — m examples
(x,y, CUy)) 1 <j<m.

OAA = ECOC with diagonal matrix (m = k, d = 2).

Theorem

For all multiclass problems, for all binary classifiers, ECOC has loss
rate less than 2me/d, where € is the average binary error rate.

Proof: At least d/2 binary classifiers must err to cause a
multiclass error. m opportunities to err = ¢ binary loss can induce
at most em/(d/2) = 2me/d multiclass loss.



ECOC with Hadamard Matrices

In Hadamard Matrices, d = m/2, thus the multiclass loss rate is at
most 4¢. The number of rows m is the smallest power of 2 bigger
than k, so m < 2k.




A problem with OAA and ECOC

Inconsistency

Given a Bayes optimal binary classifier, the reduction doesn't
produce an optimal multiclass classifier

No finite regret transform!

Example showing the inconsistency of ECOC and OAA (for any
d > 0) (no majority class):

Conditional probabilities of 3 classes

% ) % + % % + g optimal predictions
1 0 0 no
0 1 0 no
0 0 1 no

Randomizing over the three labels results in multiclass regret
2(1 1,4 1
5G-0-(3+3) >3



Regret Transforms for Multiclass +— Binary

’ Error ‘ Regret ‘
OAA with reweighting ~ ge none
All Pairs (k—=1)e | (k—1)r
ECOC 4e none
PECOC 4./e 4./r
Tournament methods | const-e | const- r

@ All-Pairs: learn a classifier for each pair of classes, to predict
which of the two classes is more probable than the other. At
test time, run all pairwise classifiers and output the label
maximizing the number of pairwise “wins" .

e PECOC: probabilistic ECOC based on probabilistic
predictions. To test, decode to the /; closest class.



Cost-sensitive k-class classification
Each prediction has a different associated loss.

e Distribution D over X x [0,00)¥, where a vector in [0, c0)¥
specifies the cost of each of the k choices.

e Goal: find a classifier h: X — {1,..., k} minimizing the
expected cost
E(X,C)ND[Ch(X)]'
The costs are generally not available at test time.

@ Very general: can encode any loss function on individual
examples.

Methods:
@ Weighted All Pairs
e SECOC (sensitive ECOC)



Well-known reductions

@ Bagging = self-reduction of classification to classification

e Draw a number of bootstrap samples of data
e Train a classifier on each sample
o Average prediction of the classifiers on out-of-bag samples

Can reduce variance (dependence on the exact training set)
@ Other voting methods which run different algorithms on the
same problem can decrease both bias (mismatch between the

problem and the algorithm) and variance

@ Boosting = a reduction of strong learning to weak learning



Given a set S of elements (drawn from some uknown distribution
over sets), sort S so that after the labels are revealed all elements
are sorted.

AUC loss

(1-Area under the ROC curve) = normalized bubble sort distance
to the sorted order

Reduce to a binary classification problem: given two elements,
should the first one come before the second?

AUC loss is bounded by twice the binary loss.



